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Abstract

In high-dimensional data sets, both the number of dimensions and the cardinalities of the dimensions are large and data is often very sparse, i.e. most cubes are empty. For such large data sets, it is a well-known challenging problem to compute the aggregation of a measure over arbitrary combinations of dimensions efficiently. However, in real world applications, users are usually not interested in all the sparse cubes most of which are empty or contain only one or few tuples. Instead, they focus more on the “big picture” information - the highly aggregated data, where the “where clauses” of the SQL queries involve only few dimensions. Although the input data set is sparse, this aggregate data is dense. The existing multi-pass, full-cube computation algorithms are prohibitively slow for this type of applications involving very large input data sets. We propose a new dynamic data structure called RSST (Restricted Sparse Statistics Trees) and a novel cube evaluation algorithm, which are especially well suited for efficiently computing dense sub-cubes imbedded in high-dimensional sparse data sets.

RSST only computes the aggregations of non-empty cube cells where the number of non-star coordinates (i.e. the number of group by attributes) is restricted to be no more than a user-specified threshold. Our innovative algorithms are scalable and I/O efficient. RSST is incrementally maintainable, which makes it suitable for data warehousing and the analysis of streaming data. We have compared our algorithms with top, state-of-the-art cube computation algorithms such as Dwarf and QCT in construction times, query response times, and data compression. Experiments demonstrate the excellent performance and good scalability of our approach.
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1 Introduction

Given n dimensions D1, D2, …, Dn, where domain values of Di are in 0..Ci-1, Ci is the cardinality of Di, and a measure M, the data cube problem is to compute the aggregation of M over any subset Q ( D1 (  D2 ( …( Dn.  Domain values other than integers are converted into integers. For example, strings and ordinary domains are mapped into integers starting from 0. Real numbers can be discretized into ranges. SUM, COUNT, and MIN/MAX are typical aggregation operators. In this paper, we mainly focus on COUNT and SUM operators; others can be implemented similarly.

Data cube facility is essential in data warehousing and OLAP [11]. Because of the importance of efficient data cube computation and exploration, numerous significant studies have been performed (the related work is summarized in section 2). However, the state-of-the-art algorithms and systems do not scale well in terms of I/O bottleneck. This problem is important because in the data warehousing and analytical data processing environment, the data sets are often very massive. Almost all current technologies build certain structures (e.g. materialized views, indexes, trees, etc.) before answering user queries. The running times of setting up the structures for such large data sets will be dominated by I/O operations. Current top algorithms either entirely ignore the problem of I/O efficiency or do not handle it well. They require multiple passes for large data sets, which makes the data cube computation prohibitively slow or infeasible.

On the other hand, although the input data sets are very large and very sparse (i.e. vast majority of cubes are empty), the high-level views with few group-bys contain dense data – the typical targets of user navigation. In data cube applications users (mostly data analyzers and top managers) are usually not interested in the low-level, detailed data which is the typical focus of daily transactional processing operations. The analytical users are more interested in the highly aggregated, “big picture” information.  For example, in a warehouse storing car sales data, a manager may not be so interested in a query like “What is the total sale for golden, Honda Accord LX sedans that are sold on day X and store Y?” as in a query for sales grouped by season and manufacturer, for example. 

Motivated by the idiom of “make common things fast,” we have developed a new method of efficiently evaluating dense, aggregated cubes that are commonly queried so that the number of data passes of original input data sets is minimized. This new I/O efficient strategy will make the analysis for very large data sets feasible. Our major innovations and contributions in this paper include:

We present a new data structure called RSST which binds all the views that have few group-by attributes into one compact data structure, thus facilitating the generation, maintenance, and querying of these views. To build RSST, we only need one pass of the input data set without any pre-sorting step. The structure of RSST, its construction and maintenance are given in Sec. 3. BUC algorithm [5] computes iceberg queries whose aggregates are above certain threshold (we call it cube aggregation threshold). Harinarayan et al. [15] give an algorithm to select a set of views under the constraint of available space. To our knowledge, RSST is the first structure that binds and computes all the views whose number of the group-by attributes is no more than a threshold (we call it cube dimensionality threshold). These views occupy the top layers of a view lattice structure.
For large sparse datasets, even restricting the dimensionality of the computed cuboids is not sufficient. The views with group by attributes of large cardinalities are less likely queried. For example, if a table contains 1 million records, and has six dimensions D1 to D6 whose cardinalities are 10000, 5000, 1000, 100, 100, and 100 respectively, then on the average the probability that a cuboid of view D1D2D3 contains one or more tuples is 1/50000. So, we further restrict to the views that the product of the cardinalities of the group-by attributes is no more than the product of a threshold (we call it cube cardinality threshold) and the number of records in the data set. Notice that the cube dimensionality threshold and cube cardinality threshold are used for us to focus on the computation of the commonly queried views or cubes. They do not restrict the number of dimensions or the cardinalities of the dimensions of the original input datasets.

We give an efficient cube query algorithm (in Sec. 4). If the cube queried is dense i.e. its aggregate is above the cube aggregation threshold, it will be answered immediately by in memory RSST; otherwise, we need only one I/O to compute the aggregate of the cube. Our query algorithm can answer point queries, iceberg queries, range queries, and partial queries.

We have performed comprehensive simulation experiments, paying particular attention to the I/O bottleneck issue (in Sec. 5). We have implemented three recent top cube computation algorithms such as BUC, Dwarf, and QC Trees, and compared our algorithm with them. The results show that ours is significantly faster.
2 Related Work

Conceptually, a data cube can be regarded as a d-dimensional array whose cells store the aggregated measures for the sub-cubes defined by their dimensional coordinates [11]. There are three approaches for data cube implementation: ROLAP (Relational OLAP), MOLAP (Multidimensional OLAP), and HOLAP (Hybrid OLAP) [7]. For example, the algorithm in [3] belongs to the ROLAP camp while [31] is in MOLAP. In recent years, considerable work has been done on cube computation. The cubing algorithms can be roughly categorized as full cube vs. partial cube computation, or exact cube vs. approximate cube computation. Both of above example algorithms are full and exact cubing algorithm, computing all the cube cells, including super cubes, exactly. RSST is a partial and exact cube algorithm.

Although stars appear in [11] to represent super cubes, star pointers are first introduced in a statistics tree structure to actually compute the aggregates of the super cubes [9]. For dense data sets, packaged arrays are very effective to compute the data cube [8]. In [17], cube trees and cube forests are proposed. Very scant work in the literature addresses the issues of computing data cube for hierarchical dimensions (e.g. day-month-year for time dimension). A family of materialized ST trees [13] have been used to improve the performance for queries with constraints on dimension hierarchies. Markl et al. give a multidimensional hierarchical clustering scheme (MHC) for a fact table with hierarchical dimensions in a data warehouse [23].

In addition to removing prefix redundancy for dense cubes, recent important work in [26] focuses on a new compressed Dwarf structure to remove suffix redundancy for sparse cubes as well. It outperforms Cubetrees in terms of storage space, creation time, query response time, and updates. This algorithm also gives an optimization of clustering data cubes that belong to the same views. However, it requires a pre-sorting of the input records, which needs multiple passes for large data sets. Moreover, each insertion of a record in the sorted file into the structure may incur several additional I/O’s in the process of coalescing.  This is equivalent to having multiple additional passes for the construction of the dwarf tree. It is not incremental for bulk loading. Another drawback is that updating is complex and somewhat inconvenient. 

Rather than computing all the data cubes, K. Beyer and R. Ramakrishnan develop BUC (Bottom-Up Cubing) algorithm for computing only “iceberg cubes” [5]. Similar to some ideas in Apriori [4], and partitioned-cube [25], BUC is a ROLAP algorithm and may require multiple passes for large data sets. External sorting and accessing large intermediate files slow down BUC-based types of algorithms such as BU-BST, Quotient Cube, and QC-trees that we will discuss in the following paragraph.

In [28], the data cube tuples aggregating from the same set of tuples in the input base table are condensed into one physical tuple called base single tuple (BST). BU-BST heuristics is similar to BUC except that computation quits for BST. Quotient Cube [20] generalizes the idea of BST compression so that all the cubes with the same aggregate value form a class while the drill-down semantics are preserved. More extensive research and complete results over Quotient Cube are given in [21]. One of the major contributions of this paper is that it gives a new data structure called QC-trees for storing and searching a quotient cube. However, in the data warehousing environment, both the original table and the temporary class table usually do not fit in memory. The construction of QC-trees requires expensive depth-first searching of the large original tables and sorting temporary class tables. To compute iceberg cubes with complex measures such as AVERAGE, Han et al. extend BUC to Top-k BUC and propose Top-k H-cubing method [14]. Xin et al. compute full or iceberg cubes by integrating the strengths of Top-Down and Bottom-Up approaches [29]. 

Due to the complexity and long response times, some algorithms give a quick approximation instead of an exact answer. Sampling is often used in estimations [2, 10]. Vitter and Wang use wavelets to estimate aggregates for sparse data [27]. An interesting idea with a relatively low cost is to refine self-tuning histograms by using feedback from query execution engine [1]. 

Materialized views are commonly used to speedup cube queries. A greedy algorithm over the lattice structure to choose views for materialization is given in [15]. Other work related to the selection, indexing, and maintenance of views is addressed by [12, 18, 22, 24, 30]. In an environment with infrequent updates, indexes such as Bitmap, encoded bitmap [6], and B+-tree can improve the performance of cube queries. Unlike in the OLTP (online transactional processing), the query patterns are usually unpredictable (i.e. ad-hoc) in analytical environment. Therefore, pre-scheduled view materialization and indexing are not sufficient. In summary, although great progress has been made, the evaluation of data cube for very large data sets is still infeasible because current technologies still need multiple passes. In this paper we propose new I/O efficient cube algorithms to address this important issue.

3   Restricted Sparse Statistics Trees

3.1   Tree Structure

RSSTs are multi-way trees whose internal nodes are used for branching and leaves contain aggregates. A node at level h (h = 0, 1, …, n-1) contains (index, pointer) pairs. The indexes represent the domain values of the corresponding dimensions and the pointers direct query paths to nodes at the next level. An additional special index value called star value, denoted by *, represents the ALL value of dimension h; the corresponding star pointer is used to direct the path to the next level for a cube query that has no constraints for dimension h. A root-to-leaf path represents a cuboid (a cube, or a cube cell, we use these terms interchangeably). In RSST, the number of non-star pointers along the paths is restricted to be no more than a pre-specified threshold r. We term these data cuboids that have no more than r non-star coordinates r-dimensional cuboids. If r is small, we say these cuboids are low-dimensional. If r equals n, we are computing the full data cube (i.e. all cuboids). Essentially, we extend the work in [19], where constrained frequent set queries with 2-variable constraints are optimized (r = 2). 

In the example RSST of Figure 1, there are four dimensions and COUNT operator is implemented. The figure shows the RSST after the first two records (6, 9, 5, 1) and (20, 1, 3, 2) are inserted into an empty tree. We will give details of insertion and loading algorithms in the next subsection. If we set r to be 2, all the root-to-leaf paths have no more than two non-star labels. Along the pointers are the labels of the corresponding domain values. Leaves shown in boxes contain the aggregation values of the cuboids represented by the root-to-leaf paths. Unlike a B-tree, which is an index for only one dimension, RSST deals with multiple dimensions at the same time. The leaves of RSST do not store records or pointers to records. Instead, they store aggregation values only, which saves space since duplicate records or records in the same cuboids are aggregated into the same leaves. In this way, many operations performed on records like sorting/hashing, writing the intermediate data into and reading data from disks etc. in [3] are eliminated.  In particular, the low-dimensional cuboids tend to contain many duplicates that are aggregated into the same leaves. RSST is a highly condensed data structure.

The reason why we focus on low-dimensional cubes is that in the analytical processing environment, users are mainly interested in the views that have few group-by attributes.  In other words, the dense cubes representing the “big picture” are most often queried. For example, among the twenty-two standard queries in TPC-H benchmark, twenty of them have no more than three group-by attributes. Another two involve constraints at very fine levels, which are best dealt with by ordinary RDBMS. High dimensional cubes whose coordinates have no or few stars consume most of the storage space but are rarely queried in real world applications. Then, why not ignore them and just focus on speeding up the common queries? In the same line, we can also incorporate the concept of density into the tree structure. The cuboids that have non-star dimensions with large cardinalities are more likely sparse. Therefore, we can add another restriction that the product of the cardinalities of the non-star dimensions in the queried cube should be less than certain threshold. The two abovementioned heuristics can be used together. In this way, we focus on the dense, low-dimensional views that are predominantly queried by the users. The tree is unbalanced. All leaves are automatically sorted and naturally indexed by the corresponding root-to-leaf paths.  In comparison with complex structures such as Dwarf trees, QC-trees, H-trees, and star-trees, which all have side links and actually become graphs, RSST trees remains to be simple tree structures, thus rendering simpler implementations and faster runtimes.

As a MOLAP data structure, RSST preserves the advantages of ROLAP in the sense that it only stores non-empty data cubes for sparse data. For example, if the sizes of all four dimensions in the previous example are 1000, then there are 1012 full-dimensional cube cells most of which are empty. However, in the RSST, we only store non-empty cubes. We eliminate the need for special data compression techniques such as (OffsetInChunk, data pairs) that are widely used in MOLAP systems for sparse data.
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Figure 1: An example of RSST.

3.2   Insertions

The RSST is a dynamic data structure. To generate RSST, we first create a root with an empty list and then repeatedly insert all the input records. Whenever a new record is inserted, starting from the root for the first dimension, we search the entries of the node. If the index is already there, we simply follow its pointer to the next level node. If not, a new node will be created as its child and a new entry of (index, pointer) pair will be added to the node. At the same time we always follow the star pointer to the next level. If the star child is not there, a new child is also created for the star index entry. Figure 2 shows the pseudo-code of a recursive insertion algorithm insert(cur, level, ns, product, tuple, meas ) 
.

Insert a tuple (with a measure “meas”) into the current node "cur" on level "level" recursively
ns: #non-stars on the root-to-cur path,

product: product of the cardinalities of the dimensions having non-star labels on the path 

insert(cur, level, ns, product, tuple, meas ) {

     if (ns reaches cube dimensionality threshold or product is too large) {

1.
 make it be a leaf  and aggregate  meas;


 return;} // base case for leaf nodes

     if ( domain value of this level is not an entry of cur) { 

2.
 create a new node as a child of cur;

 add a new entry;

3.          if (star child is not there) 

        

 create a star child of cur & add a new entry; 
      }

4.   let n1, n2 be the two lower level nodes following the

      Pointers labelled by the domain value & star value 

      insert(n1, level+1, ns+1, product*card, tuple, meas);


// card is the cardinality of dimension “level” 

       insert(n2, level+1, ns,   product,      tuple, meas);

       return;

}

Figure 2: Insertion algorithm.

In Figure 1, we give an example of inserting the second record (20, 1, 3, 2). The whole updated parts of inserting the second record are in dashed lines. Starting from the root, since index 20 is not an entry of the root yet, we create a new node A and add an entry (20, Pa) to the root, where pointer Pa points to the new node A (step 2 of Figure 2). At the same time, we also follow the existing star pointer to node B. For the next value 1, it is not in the lists of node A and node B, so new nodes C and E are created and corresponding entries (1, Pc), (1, Pe) are added to nodes A, B respectively. Because the star child of A is not there, we need to generate node D and add an entry (*, Pd) to A (step 3). Following the existing star pointer of B to node F. Node C is a leaf because the path root-A-C has already two non-star labels. A default COUNT value of 1 is its initial aggregate value (step 1). We can continue similarly for other two domain values 3 and 2. Notice that the COUNT value of the last leaf increases by one to 2. Continuing the example of Figure 1, two more records (6, 9, 3, 3) and (20, 9, 3, 1) are inserted. The newly created pointers are shown in dashed lines (Figure 3). For other aggregate operators, we just modify step 1 correspondingly. For example, to implement SUM, we add the measure of the record being inserted to the current aggregate of the leaf. To implement MAX, the max value of these two replaces with the current aggregate of the leaf. 
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Figure 3: The RSST after inserting first four records.

3.3   Cutting  Sparse Leaves and Generating Runs 

Even though the RSST tree stores only the nonempty data cubes that have limited number of non-star coordinates, it may still not fit into the available memory for large sparse data sets at some point during the insertion process. Our strategy is to cut off sparse, low dimensional cubes in the leaves and store them on disks so that they can be retrieved later. In this sense, RSST makes an optimal use of memory space and is used to speed up the most interesting queries. The total number of nodes in the RSST is maintained during the construction and maintenance. Once it reaches a certain threshold (we say, RSST becomes full), a cut phase starts. We cut off sparse leaves whose COUNT values are smaller than a threshold minSup. So, the size of RSST tree always fits in available memory size. The initial minSup value can be estimated by the average density of r-dimensional cubes i.e. the total number of records divided by the product of cardinalities of r-non-star dimensions. By default minSup is set to 2. It can increase in later cutting phases.

Figure 4 shows the pseudo code for cutting. It is an iterative procedure that uses a stack to store nodes on the path being processed. First, the root is pushed into the stack. We then process each of the root-to-leaf paths in the RSST from left to right one by one. In addition to cutting sparse leaves that form runs on disks (lines 4 and 5), the empty internal nodes are also deleted (lines 9 and 10). Once a child is deleted, the corresponding entry should also be deleted (lines 6 and 7). 
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Input: the RSST tree, density threshold 

minSup

Output: the streamlined RSST, runs of sparse cubes stored on dis

k;

Method:

1.    Push the root into a stack S;

while (stack S in not empty) {

// expand up to the leaf

2.

while (the top node has unprocessed  child & it is not a leaf) 

push the next unprocessed child on stack

// process the leaf

3.

if (the aggregate of the leaf < 

minSup

) {

4.

peek inside the stack upwards to form the leaf’s path; 

5.

save this sparse leaf on disk;

6.

delete this leaf from RSST and pop off stack;

7.

delete the entry of parent

} else just pop off stack;

// process the internal node

8. 

While ( all the children of the top node are processed) {

9.

if (the top node is an empty internal node)

10.

delete the node; pop off stack; delete the entry;

else just pop off stack}

}


Figure 4: Cutting sparse leaves.

Suppose that the aggregation threshold minSup is set to be 2. Continuing on Figure 3, we expand the first path 6-9 to the first leaf by pushing nodes on the stack. It is dense, therefore, we check the next two paths 6-*-3 and 6-*-5. Since their leaves are sparse, they are cut off from the tree. Other paths can be processed similarly. Empty internal nodes (e.g. nodes A, B, and C in Figure 3) must also be cut and the corresponding entries in their parent nodes should be deleted. All memory space resulting from cutting is reclaimed for later insertions. The sparse leaves being cut in one cutting phase form a run and are stored on disks. For example, the first run formed by the cutting of the sparse leaves in Figure 3 contains 20 cubes: (6, *, 3, *), (6, *, 5, *), (6, *, *, 1) …, (*, *, *, 3). The RSST tree after cutting off the sparse leaves and empty internal nodes is shown in Figure 5.
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Figure 5: The RSST tree after cutting.

3.4 Construction of RSST Trees – Loading

Once the cutting phase is finished, the insertion of records resumes until RSST is full again at which time a new cutting phase starts. Repeated iterations of inserting and cutting until all input data are processed. If the available memory can hold all the cubes, no cutting phase is necessary. The RSST tree then contains all non-empty, low-dimensional cuboids. If cutting does happen, after all input records are inserted, we need make a final cut so that RSST only retains low-dimensional dense cubes in memory. In this case, the loading process generates multiple runs (see lines 1-3 of Figure 6).

Since the same data cuboids may be scattered across multiple runs due to the different ordering of input records, aggregating them together may qualify them as dense, low-dimensional cubes. In addition, there may be a case where a cube is sparse and cut, but later it becomes dense and is retained in memory. The query result of matching RSST alone will give a wrong answer. To resolve these issues, we merge all the runs into one output run (lines 4-5). We use a modified version of a loser tree [16] to accomplish this. A loser tree is a complete binary tree used to merge a set of ordered runs into one merged run. The fields of a node in the loser tree are cube coordinates, aggregate value of the cube, and run index which is used to track which run the output cuboid is from.  A couple of issues need special care here. First, if the coordinates of a cube are equal to those of a node in the loser tree during upward travel, the aggregate values of the two cubes are just simply aggregated. Second, when a run is depleted during merging, a sentinel cube with infinity coordinates is filled. Notice that the “infinity” value is a large number plus the run index so that the different “infinities” are not erroneously merged.
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Load () {

1.   Open and scan the input file record by record;

2.   Insert each record into the RSST tree;

3.   if ( available memory cannot hold the tree) {

cut all the sparse leaves and all the empty internal nodes;

store the sparse leaves in separate runs (on disk files);

}

4.   setup a loser tree by reading cubes into the buffers from t

he run files;

5.   merge the runs into the final run 

through an

output buffer;

6.   Re

-

insert the elements in output buffer into the tree;

7.   if ( 

aggr

of a cube > 

minSup

or the coordinates matches a path in tree)

re

-

insert into the tree or update the aggregates of the leaves;

else write it into the merged run file for later retrieval

;

} 


Figure 6: Construction of RSST.

Continuing on Figure 5, suppose three more records (6, 9, 3, 1), (20, 1, 5, 2), (6, 9, 5, 1) are inserted. After cut, the second run contains 13 cubes: (6, *, 3, *), (6, *, 5, *), (20, 1, *, *), …, (*, *, *, 2). The RSST after cut is shown in Figure 7, with dotted parts excluded. Now, we merge the first two runs. The first three cubes in the output buffer are (6, *, 3, *), (6, *, 5, *), (6, *, *, 1), whose aggregates of the first two are 2. 
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Figure 7: The final RSST after inserting and cutting
For each cuboid from output buffer, we first check if its coordinates match a path of RSST. If yes, the aggregate value of the matched leaf is updated. For example, (6, *, *, 1) matches a path of RSST, so its COUNT increases from 2 to 3. If its aggregate value is above the threshold minSup, it becomes a dense cube and should be inserted into the RSST tree. However, this insertion is just the insertion of a new path. It is different from the insertion in Sec. 3.2, which also requires to visit or create the star paths. For example, new path (6, *, 3, *) with COUNT value of 2 must be inserted. If the cube (e.g. (6, *, *, 3)) is neither dense nor in the RSST tree, it is sparse and stored in the final merged run for later retrieval (lines 6-7). Figure 7 is the final tree. The parts with broken lines are newly inserted. The final merged run contains 11 cubes: (6, *, *, 3), (20, 9, *, *), (20, *, 5, *), (20, *, *, 1), (*, 1, 3, *), (*, 1, 5, *), (*, 9,*, 3), (*, *, 3, 2), (*, *, 3, 3), (*, *, 5, 2), and (*, *, *, 3). The loading process is shown in Figure 8. 
Notice that we only need one pass of the original input data to insert all the records. The runs to be merged contain only the sparse, low-dimensional cubes which could be of significantly smaller sizes than the input dataset. Furthermore, the merging process can be run as a daemon process. When all the input records are inserted into RSST, queries can be immediately evaluated for quick approximations. The estimated aggregate is between the quick answer from RSST and the quick answer plus the minSup*num_runs.
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Figure 8:  Prototype subsystem of loading.

3.5 Space Complexity of RSST and the Threshold Values

The size of RSST in terms of total number of nodes is polynomial O(nr) instead of exponential O(2n). The maximal number of nodes Ni at level i are given as follows:
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The actual size of RSST tree depends on a number of factors such as the number of dimensions, cardinality and data distribution of each dimension, the number of records that have been inserted, and input data ordering. Although we do not have a mathematical formula to compute the RSST size from these factors, we can control it by applying the thresholds formerly introduced. Through the cube dimensionality threshold r, users can specify the number of group-by attributes in the materialized views. It is typically no more than 4. The cardinality threshold can be initially set according to average density estimated as total-number-of-records / product of non-star cardinalities. These two thresholds influence how fast the tree grows. The cube aggregation threshold minSup determines how extensive the cutting goes. It has an influence on the sizes of the runs and indirectly the total number of runs. By default, it is set to 2. We allow two modes of setting this threshold: fixed mode and automatic mode. In fixed mode, user-given minSup stays the same across all cuts. In automatic mode, when the RSST is close to full after a cut and the runs are small, minSup will increase in some fashion (e.g. doubled each time).
The thresholds provide users the flexibility of controlling the behaviour of the algorithm according to their needs and apriori knowledge of input data and queries. If we set minSup to 1, r to n, and cardinality threshold to infinity, then the full cube is computed.  Notice that regardless of these threshold values, the RSST tree never grows out of available memory because when it nears full, a cutting phase is triggered.
3.6 Incremental Maintenance of RSST Trees

In the previous subsection and Sec. 3.2, we have described the insertion and cutting procedures on the RSST. In the analytical applications and data warehousing, the main refreshing operations are insertions and bulk loading. Although deletions and updates (can be regarded as a combination of insertions and deletions) are common in transactional data processing of traditional DBMS’s, they are rare in data warehousing and OLAP. 

To delete a record, we can traverse the RSST tree by following the pointer corresponding to the domain value and the star pointer each level as insertions do. When a leaf is reached, the measure value of the record is subtracted from the aggregate value of the leaf. If there is no entry for the domain value of the record being deleted at the level of the node, the common prefix composed by the path from the root to that node should be expanded into r-dimensional cubes and save them to match sparse cubes in the merged run. For example, suppose the second record (20, 1, 3, 2) is to be deleted. After traversal, we find that the leaves A-I in Figure 7 are matched and their aggregates decrease by one. The unmatched common prefixes are (*, 1, 3, *) and (*, *, 3, 2), which are then matched with the merged run. If matching, the measure value (the default is one here for COUNT operation) is subtracted from the aggregate values of the matched cubes. So, RSST is incrementally maintainable. In particular, our bulk load and insertion operations share the same process of the RSST tree construction.
4 Answering Queries

4.1 Point Queries and Iceberg Queries

A point query can be represented by a tuple q (q0, q1,…,qn-1), where qi is in 0..Ci-1 or a special value *. Since we only compute the low-dimensional cuboids, the number of non-star coordinates in the query is restricted to be no more than a given threshold r. It is straightforward to evaluate such a query. Starting from the root of the RSST, we follow the pointers indexed by q0, q1,…, and so on to the next level nodes until a leaf is reached. The aggregate value of that leaf is returned as the query answer. At any node along the path, if no entry can be matched with the query value at the level of the node, query q is then matched with sparse cubes in the merged run. While merging the runs, we have also set up a page table whose entries are the coordinates of the first cubes of the pages. The target page of query q is first found in the page table. The target page is swapped into the memory. The cube is then found in the loaded page using binary search and its aggregate is returned as the final answer if the cuboid queried is non-empty. If the memory can hold the page table, we only need at most one I/O operation to retrieve a point query. Otherwise, one or more levels of indirection may be necessary. For example, q = (20, *, 3, *) will eventually reach leaf B and the answer is 2. Query (6, *, *, 3) is not in the RSST but matches a cube in the merged run and the answer is 1. Query (20, *, 7, *) matches neither, so the final answer is 0.

For an iceberg query, if its threshold in the HAVING clause of SQL is larger than the cube aggregation threshold minSup, the query can be computed simply from the RSST. Otherwise, checking the sparse cubes in the merged run is necessary. If RSST can hold all the r-dimensional cuboids, both point queries and iceberg queries can be evaluated by the tree in memory without any I/O operations.

4.2 Range Queries and Partial Queries 

If a query specifies a range constraint or an arbitrary subset constraint on a dimension, it is a range query or a partial query. Given such a query, we extract the constrained domain values and store them using n vectors v0, v1, …, vn-1, each containing the chosen values for a dimension. If dimension i is absent, vi contains one single star * value. These vectors are called selected values sets (SVS) of the query. We provide our evaluation algorithm for SVS’s. Starting from the root of the SST, our algorithm follows the paths directed by the SVS until it will encounter related leaves. The access paths are determined by v0 ( v1( … ( vn-1, the cross product of the selected values. If the domain value is not in the index list of a node P, the path stops at node P because there is no dense cube for this path.  If the tree holds all cubes, then the other query paths starting from here can be pruned. Otherwise, the aggregation of the visited leaves is returned to users as a quick approximation. The accuracy of estimation depends on the minSup value. If users require an exact answer, the unmatched cubes are checked with the merged run and aggregated. The pseudo code is shown in Figure 9.
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Figure 9: Answering cube queries with RSST.

Suppose a cube query COUNT (*; {1, 9}; {3, 5}; *) is submitted and the RSST shown in Figure 7 and the merged run are used to evaluate the query. We first compute its SVS: v0 = {*}, v1 = {1, 9}, v2 = {3, 5}, and v3 = {*}. Starting from the root, follow the star pointer to the next level node. Then follow the pointer labelled 1 and the traversal stops there. The query result is still 0. The common prefix (*, 1) is expanded to (*, 1, 3, *), (*, 1, 5, *) stored in a vector Q.  Check the second value 9 of v2 and follow the pointer labelled 9. Further tracking along the pointers for 3 and 5 leads to fall-off leaves. After adding them up, the result becomes 5. A quick approximate query result of 5 is returned. Next, we can refine the result by matching the paths stored in Q with the runs generated in Sec. 3.3. The result is updated from 5 to 7 (after aggregating (*, 1, 3, *), (*, 1, 5, *) in the run). 
For large range and partial queries, vector Q may contain a large number of tree-unmatched sparse cubes. Instead of matching each of them individually against the merged run file, we have designed a more efficient new “zigzag” method to accomplish. We use a simple example shown in Figure 10 to illustrate. The columns under column heads Q and pageTable are the vectors storing the paths. We use integers here for explanation purpose only. The values are strictly increasing. Buddies (i.e. the cubes in Q that are in the same page) and their target page numbers are also listed in the right columns in the figure. Starting from the first cube, find its target page index is 0. The right-pointing arrow corresponds to the “zig” step which computes the target page index of this cube (the page before the pointed one). At the “zag” step (left-pointing arrow), the buddies if any are found. Since 40 is larger than 7, it is in a different page. So, there cube 5 alone is in page 0. The target page of 40 is one before the pointed 54 (i.e. page 2). The next cube in column Q that is greater or equal to 54 indicates the buddies of 40 (from 40 to the one before the pointed). So cubes 40 and 44 are buddies on page 2. Other steps are similar.
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Figure 10: "Zigzag" matching method.

5 Simulation Results

5.1 Setup for Simulation

We have implemented our RSST algorithm, BUC, Dwarf, and QC-tree in C++ language. We compare with them because they represent recent top data cube algorithms. We have conducted comprehensive experiments on the construction times and query response times by varying the number of records, the number of dimensions, the cardinalities of the dimensions, and data distributions. Our BUC implementation is based on the paper [4]. However, that paper only implements the internal BUC. To investigate its overall behaviour including I/O operations we implement both internal BUC and external BUC, and some other features in the paper such as switching from counting sort to quick sort, and duplicate elimination as well. We have also adapted BUC algorithm to RBUC, the dimensionality-restricted BUC, where only low-dimensional cubes are computed using modified BUC.
In Dwarf implementation, we first use the sorting algorithm in STL (Standard Template Library) to sort the original table if it fits in memory. Otherwise, an external merging sorting is used. We use a stack to store the nodes in the current path. All the nodes are written to a disk in the order of closing. During coalescing, we bring back the nodes in the previous subtrees into the memory by referring to their disk addresses. For QCT (QC-tree) implementation, first the temporary classes are computed by applying a recursive DFS (depth-first search) procedure described in [21]. In our implementation, we regard the star value as the largest, thus deferring the construction of the star subtree to the end. If we first create the nodes in the star subtree, we have to bring into memory the nodes that have drill-down links, which significantly increases the number of I/O’s. It is difficult to modify Dwarf and QCT algorithms so as to restrict the dimensionality of queried data cubes. All experiments are conducted on a Dell Precision 330 with 1.7GHZ CPU, 256MB memory, and the Windows 2000 operating system.

5.2 Varying Number of Records

In this set of experiments, we fixed the number of dimensions to five, each of size 20. We use data in Zipf distribution of factor 2 for each dimension. The number of records increases from 10, 000 to 1,000,000. The cube aggregation threshold minSup and cube dimensionality threshold in RSST are set to 2 and 3 respectively.

The runtimes of Figure 11 are the times for constructing the data structures. In QCT tree, the times of computing the temporary classes (i.e. the QC table) are recorded. The Dwarf construction times already include the pre-sorting times. Our RSST is about two times faster than the closest competitor Dwarf in this case. The query evaluation times are much faster than construction times. We measure the query times using total response times of 1000 random queries. The queries are generated by first randomly choosing three dimensions where random numbers within the domains are selected as queried values. All other coordinates in the queries are star values. RSST is much faster than other algorithms (Figure 12).
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Figure 11: Construction times for varying number of records.
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Figure 12: Query response times for varying number of records.

5.3 Varying Number of Dimensions

In this subsection we investigate the behaviour of the algorithms while increasing the number of dimensions. We use data of Zipf distribution (factor is 2), the number of records is 100,000 and the cardinality of each dimension is fixed to 1000. The number of dimensions increases from 6 to 12. Figure 13 shows the construction times. Clearly, RSST and RBUC are scalable with respect to the number of dimensions while Dwarf and QCT have steep increases of construction times with respect to the increase of dimensions. For high dimensionality data, RSST is orders faster than Dwarf and QCT.
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Figure 13: Varying number of dimensions.

5.4 Varying Cardinalities

We use uniform data and set the number of records to be 100,000. The cardinalities of three dimensions are the same, which increase from 20 to 500. The construction times are recorded in Figure 14. RSST is scalable in terms of cardinalities. The construction time of RSST is not sensitive to the changes of dimension orders (Table 1). 
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Figure 14: Varying cardinalities using uniform distributed data.

Table 1: Construction times of varying dimension orders.
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6 Conclusion 

In this paper, we present a new data structure called RSST, which stores the cuboids whose number of group by attributes is no more than a certain threshold.  In practice, these cuboids especially the dense ones are most often queried. Based on RSST, a cubing algorithm has been given. RSST retains the dense cubes but dynamically cuts off sparse cubes that are rarely or never queried, and store them on disks for later retrieval if necessary. RSST can also automatically choose the dimension combinations according to cube cardinality threshold. These methods combined can efficiently compute the dense cuboids embedded in large high-dimensional data sets. RSST is incrementally maintainable.

Our comprehensive sets of experiments have shown that RSST is I/O efficient and scalable in terms of number of records, number of dimensions, and dimension cardinalities. RSST is insensitive to dimension orders and is especially suitable for skewed data sets.
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1  double query(n, level, SVS) { 

    // aggregate all the related fall-off leaves in the subtree rooted at 

    // node n on level “level” as the returned quick approximation; 

    // SVS is the input selected vectors extracted from the input query;

2     sum = 0;

3     if n is a leaf then  // base case

4	for each selected value e in v level  do

5	      if e is in the list of node n then 

6	            sum =sum+ aggregate of the leaf corresponding to e;

7	return sum;

8    level = level +1;

9    for each selected value e in v level-1  do 

10     if e is in the list of node n then 

11	sum =sum+query(child of n following e, level, SVS);

12   return sum;

13   }








